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Random Forests on Sales data
Assignment for Monday April 25, 2016

Early in the course we looked at CART = classification trees. They were easy to 
understand, but in reality the straight CART algorithm, with a single tree, usually gives 
poor results. So today we will look at a generalization, Random Forests (RF). Since 
Random Forests are so useful in practice, it’s worth understanding them well! 

 Like single CART trees, RF can be used to classify a binary outcome, or to predict a 
continuous outcome. Also like CART trees, it is non-parametric, i.e. it makes no 
assumptions about the underlying data distributions. 

Assignment: Read Chapter 12 in the Rattle textbook by Graham Williams. This chapter 
shows how to model RFs first using Rattle, then using raw R. Be sure to study Section 
12.5, Tuning Parameters. We have  not talked about this topic much until now, but it’s 
very important to getting good results in practice. 
Also  read Section 8.2 of the ISLR (supplemental) text, with the interesting title “8.2 
Bagging, Random Forests, Boosting.” Just read sections 8.2.1 and 8.2.2. Skim Section 
8.3.3 in the “Lab” section, which walks through a Random Forest using raw R.

Exercise: 
Let’s try this algorithm on a larger data set than we have used before: 5000 observations 
and 86 variables. It’s from an insurance company, which sells insurance to homeowners 
and RV owners.  Here is the description, from http://rpackages.ianhowson.com/cran/
ISLR/man/Caravan.html .  “The data contains 5822 real customer records. Each 
record consists of 86 variables, containing sociodemographic data (variables 
1-43) and product ownership (variables 44-86). The sociodemographic data is 
derived from zip codes. All customers living in areas with the same zip code have 
the same sociodemographic attributes. Variable 86 (Purchase) indicates whether 
the customer purchased a caravan insurance policy.”  
Run the model as in the Rattle chapter. Use na.roughfix (page 264) for missing values. 
Start with 200 trees; also try 500 trees. Be sure to use a different random number seed. 
With 86 variables, you need a larger number of variables. Following the square-root rule 
(page 263), set ntry = 9. You may also do this in raw R if you prefer, following the 
methods in either the Rattle book, or Section 8.3 of the ISLR text. 

Try to produce a plot like Figure 12.3. Notice that in that example, the prediction of clear 
days is much more accurate than the prediction of rainy days. We discussed this last 
week. Which outcome do you expect to be more accurate for the insurance data?  Show 
the confusion matrix, which we will discuss further on Wednesday.  Also show and 
interpret a variable importance plot.
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Total time to run the exercise: 1 to 2 hours.  The reading will take additional time.. 
Writing up your results: keep it to a one page memo + any exhibits. Submit everything as 
a single PDF.

Downloading the Caravan data set. It’s part of the ISLR package that came with the 
supplemental textbook. 
install.packages("ISLR")
library(ISLR)
str(Caravan) #The data frame is  now in your R workspace
write.csv(Caravan, file="~/Downloads/Caravan data.csv") #On a Mac, this puts a CSV 
version of the data frame into your Downloads folder. On Windows, use any directory 
name. 
#Go into Rattle, and use the load CSV file option as discussed in textbook. 


