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Working w BIG data sets

MEMORANDUM
To: Students in Big Data Analytics

Subject: How to handle BIG data sets 
From:  Prof. Roger Bohn
Date: Revised May 14, 2018 version 1.4

Most of you will never run into genuine size limits on R’s data handling during 
this course. But you may run into problems that appear to reflect size limits, and a 
few of you may run into genuine size limits. In the long run, it’s important to have 
some sense of what makes some data mining problems “big,” and therefore require 
extra effort. 

There are two places where limits are most likely to appear: 1) reading data in 
from an external data set into a dataframe in R and getting an “out of memory” 
error message, and 2) functions that seem to take a long time to run (lots of CPU 
time). The first problem is quite straightforward in most cases; the second one can 
get tricky. See a separate memo on “my program runs too slowly”. 

TL:DNR  for incremental development: you should start with a fraction of your 
full dataset, while you test your code and generally figure out what is going on. As 
a rule of thumb, start with between 10,000 and 100,000 observations. Be sure they 
are selected from throughout the original dataset, usually  by randomized 
selection.1 Another strategy is to start with a single logical subset of your data, such 
as a single city, a single year, or a random subset of the products. This means, 
obviously, that your early analysis won’t tell you anything about differences among 
years or cities. But that can be helpful, because it removes one source of complexity. 
Later in the project you can add back other subsets. 

1 See another memo on this web site, “Bibliography on working with large 
data sets.” For example, there are some sql-like commands that do exactly 
this.
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If you get an error message saying “out of memory”
This is a common problem, and there are many possible solutions. Your personal 

computer probably has about 8 GB (8,000,000,000 bytes) of random access memory, 
called RAM. R by default, tries to do all its work within RAM. The basic strategy  is 
therefore to  keep the amount of work being done in R at one time to a moderate 
size. 

You may run into this size limit if you are working with a large data set and you try 
to read it all into R at once. For example,  a database of customer recommendations 
on Amazon has about 60 million observations. (6E7) Each one has about 30 bytes of 
overhead (such as user name, date, etc.) plus the review text, which can be another 
100 bytes. 6E7 x 130 = 8E9 (8 gigabytes) so you would never be able to read in this 
whole data set at one time. Fortunately, you don’t have to.

Quick  checks
First thing to do is ensure that the problem is real. Choose a small sample of the full 
data set (say 50K or 100K rows) and make sure everything works properly.

Second, “clean up” your computer and your R workspace. Shut down most other 
programs on your computer. Then restart R. Make sure you start with an empty 
workspace. (In Rstudio: Session/Clear Workspace) Read in only what you need for 
the immediate activity. 

Also, the computer area in Building 3 has 8 Windows computers that support 
RStudio and have 16 GB of RAM. 

More fundamental solutions
The solution if you genuinely run out of RAM  is to realize that you don’t need 
actually all the data at the same time. In fact you probably only care about a fraction 
of it. (Fraction of the observations and some of the variables.) Therefore, never 
import the whole thing at once. Instead, select what you want  either before or 
while importing the data into R.  The basic strategy is: 
◆ Read in a chunk of the raw data from the file (say 50,000 rows)
◆ Process it, for example convert text into a matrix of numbers, create some 

new variables and throw away some old one, and convert from micro 
transactions to a higher level of aggregation. Do all this just as you would if 
you were working with the entire data set. 
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◆ Store the processed results, either in a special R frame or in a file. Append the 
newest results at the bottom of the previous results.

◆ Delete any large intermediate variables you created. 
◆ Read in the next chunk of raw data and repeat the process.
◆ This is one situation  where using loops in R is acceptable and even necessary. 

A very simple function can go through this procedure as many times as 
necessary.

◆ At the end, check that everything has been done correctly. For example, check 
that there are the correct number of rows and that each row is unique.

Here is a function that reads in random lines from a large file. It’s part of the LaF 
package, which has lots of different versions of this. https://rdrr.io/cran/LaF/
man/sample_lines.html

There are many variations on this strategy. For example, you may only need certain 
variables (columns). In that case, you may be able to find another tool (not 
necessarily in R) to throw away the columns you don’t need before reading them 
into your R data frame. 

Optional SQL: This type of selection is exactly what the data management 
language, SQL, is designed for. Sometimes the original data is actually in a SQL 
database. There are a number of ways to read them from inside R.  In other cases 
you may want to issue SQL commands even though the data is not in SQL. In that 
case, check out the library sqldf. 

R coding to read big files
Usually a simple 

Data <- read.csv(“file path and name”) # read in your entire file 
into Data

is all you need. But read.csv, and its family of functions including read.table, read.xls, etc. 
have many optional modifiers. 

read.csv (filename, skip= 20000  , n_max =10000) #skips 20,000 
rows. reads rows 20,001 to 30,000 

Read the HELP for read.table(), which is the underlying function for many functions that 
read specific kinds of files.  A more intelligible list of options is in many reference books on 
importing data. Here is a list taken from the Data Import cheat sheet at Rstudio at 
Download

http://www.burns-stat.com/translating-r-sql-basics/
http://www.burns-stat.com/translating-r-sql-basics/
http://github.com/rstudio/cheatsheets/raw/master/data-import.pdf
http://github.com/rstudio/cheatsheets/raw/master/data-import.pdf
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Try one of the following packages to import 
other types of files 

• haven - SPSS, Stata, and SAS files 
• readxl - excel files (.xls and .xlsx) 
• DBI - databases 
• jsonlite - json 
• xml2 - XML 
• httr - Web APIs 
• rvest - HTML (Web Scraping)

R’s tidyverse is built around tidy data stored 
in  tibbles, which are enhanced data frames.  

The front side of this sheet shows 
how to read text files into R with 
readr. 

The reverse side shows how to 
create tibbles with tibble and to 
layout tidy data with tidyr. 

Save Data

Data Import : : CHEAT SHEET 
Read Tabular Data - These functions share the common arguments: Data types

USEFUL ARGUMENTS

OTHER TYPES OF DATA

Comma delimited file 
write_csv(x, path, na = "NA", append = FALSE, 

col_names = !append) 
File with arbitrary delimiter 

write_delim(x, path, delim = " ", na = "NA", 
append = FALSE, col_names = !append) 

CSV for excel 
write_excel_csv(x, path, na = "NA", append = 

FALSE, col_names = !append) 
String to file 

write_file(x, path, append = FALSE) 
String vector to file, one element per line 

write_lines(x,path, na = "NA", append = FALSE) 
Object to RDS file 

write_rds(x, path, compress = c("none", "gz", 
"bz2", "xz"), ...) 

Tab delimited files 
write_tsv(x, path, na = "NA", append = FALSE, 

col_names = !append)

Save x, an R object, to path, a file path, as:

Skip lines 
read_csv(f, skip = 1) 
  

Read in a subset 
read_csv(f, n_max = 1) 

  
Missing Values 
read_csv(f, na = c("1", "."))

Comma Delimited Files 
read_csv("file.csv") 

To make file.csv run:  
write_file(x = "a,b,c\n1,2,3\n4,5,NA", path = "file.csv") 

Semi-colon Delimited Files 
read_csv2("file2.csv") 

write_file(x = "a;b;c\n1;2;3\n4;5;NA", path = "file2.csv") 

Files with Any Delimiter  
read_delim("file.txt", delim = "|") 

write_file(x = "a|b|c\n1|2|3\n4|5|NA", path = "file.txt") 

Fixed Width Files 
read_fwf("file.fwf", col_positions = c(1, 3, 5))  

write_file(x = "a b c\n1 2 3\n4 5 NA", path = "file.fwf") 

Tab Delimited Files 
read_tsv("file.tsv") Also read_table(). 

write_file(x = "a\tb\tc\n1\t2\t3\n4\t5\tNA", path = "file.tsv")

a,b,c 
1,2,3 
4,5,NA

a;b;c 
1;2;3 
4;5;NA

a|b|c 
1|2|3 
4|5|NA

a  b  c 
1  2  3 
4  5  NA

A B C
1 2 3

A B C
1 2 3
4 5 NA

x y z
A B C
1 2 3
4 5 NA

A B C
NA 2 3
4 5 NA

1 2 3

4 5 NA

A B C
1 2 3
4 5 NA

A B C
1 2 3
4 5 NA

A B C
1 2 3
4 5 NA

A B C
1 2 3
4 5 NA

a,b,c 
1,2,3 
4,5,NA

Example file 
write_file("a,b,c\n1,2,3\n4,5,NA","file.csv") 
f <- "file.csv" 

No header 
read_csv(f, col_names = FALSE) 

Provide header 
read_csv(f, col_names = c("x", "y", "z"))

read_*(file, col_names = TRUE, col_types = NULL, locale = default_locale(), na = c("", "NA"), 
quoted_na = TRUE, comment = "", trim_ws = TRUE, skip = 0, n_max = Inf, guess_max = min(1000, 
n_max), progress = interactive())

Read a file into a single string 
read_file(file, locale = default_locale()) 

Read each line into its own string 
read_lines(file, skip = 0, n_max = -1L, na = character(), 

locale = default_locale(), progress = interactive())

Read a file into a raw vector 
read_file_raw(file) 

Read each line into a raw vector 
read_lines_raw(file, skip = 0, n_max = -1L, 

progress = interactive())

Read Non-Tabular Data

Read Apache style log files 
read_log(file, col_names = FALSE, col_types = NULL, skip = 0, n_max = -1, progress = interactive())

## Parsed with column specification: 
## cols( 
##   age = col_integer(), 
##   sex = col_character(), 
##   earn = col_double() 
## )

1. Use problems() to diagnose problems. 
x <- read_csv("file.csv"); problems(x) 

2. Use a col_ function to guide parsing. 
• col_guess() - the default 
• col_character() 
• col_double(), col_euro_double() 
• col_datetime(format = "") Also  

col_date(format = ""), col_time(format = "") 
• col_factor(levels, ordered = FALSE) 
• col_integer() 
• col_logical() 
• col_number(), col_numeric() 
• col_skip() 
x <- read_csv("file.csv", col_types = cols( 
    A = col_double(), 
    B = col_logical(), 
    C = col_factor())) 

3. Else, read in as character vectors then parse 
with a parse_ function. 

• parse_guess() 
• parse_character() 
• parse_datetime() Also parse_date() and 

parse_time() 
• parse_double() 
• parse_factor() 
• parse_integer() 
• parse_logical() 
• parse_number() 
x$A <- parse_number(x$A)

readr functions guess  
the types of each column and  
convert types when appropriate (but will NOT 
convert strings to factors automatically).  

A message shows the type of each column in the 
result.

earn is a double (numeric)
sex is a 

character

age is an 
integer

RStudio® is a trademark of RStudio, Inc.  •  CC BY SA  RStudio •  info@rstudio.com  •  844-448-1212 • rstudio.com •  Learn more at tidyverse.org  •  readr  1.1.0 •  tibble  1.2.12 •  tidyr  0.6.0 •  Updated: 2017-01

The next level of power is to use R’s tidyverse, which has faster/more powerful functions 
like read_csv instead of read.csv.  The Big Data Analytics tutorials on Fridays  discuss the 
tidyverse. It’s a recent invention, so older books don’t say much about it. 

There is also a package called LaF to work specifically with large text files. I’ve 
never used it, so no guarantees. One function is:  sample_lines(filename, n, 
nlines = NULL) 
which randomly samples n lines. The entire package is here:

LaF: Fast Access to Large ASCII Files.  Methods for fast access to large ASCII files. 
Currently the following file formats are supported: comma separated format (CSV) and 
fixed width format. It is assumed that the files are too large to fit into memory, although the 
package can also be used to efficiently access files that do fit into memory. Methods are 
provided to access and process files blockwise. Furthermore, an opened file can be 
accessed as one would an ordinary data.frame. The LaF vignette gives an overview of the 
functionality provided.

How to estimate if you will run out of RAM
▪ Don’t bother with this until after you run into problems. These calculations 

will then help you figure out how much adjustment will be needed. 
▪ Most numbers in R are  4 bytes. Characters are 1 byte each.
▪ If you are working with fewer than 1 million numbers in your dataset, you 

should never run into memory limits. 
▪ If you are working with 1 billion (1E9) numbers at a time, you will probably 

run into trouble. 
▪ Number of numbers is approximately (number of observations=rows) x 

(number of variables=columns). So 10,000 observations and 30 variables 
should be fine.

http://proquest.safaribooksonline.com/book/programming/r/9781491910382
http://proquest.safaribooksonline.com/book/programming/r/9781491910382
http://proquest.safaribooksonline.com/book/programming/r/9781491910382
https://rdrr.io/cran/LaF/man/sample_lines.html
https://rdrr.io/cran/LaF/man/sample_lines.html
https://rdrr.io/cran/LaF/man/sample_lines.html
https://rdrr.io/cran/LaF/src/R/textutils.R
https://rdrr.io/cran/LaF/src/R/textutils.R
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▪ Intermediate situations can require a minute to determine whether they are a 
problem or not.

▪ These calculations are approximate. You will also be creating temporary 
variables and results of your calculations, and they take space. 

It’s possible to run into this size limit if you are working with someone’s large data 
set and you try to read it all into R at once. For example a commonly used database 
of customer recommendations on Amazon has about 60 million observations. (6E7) 
Each one has about 30 bytes of overhead (such as user name, date, etc.) plus the 
review text, which can be another 100 bytes. 6E7 x 130 = 8E9 (8 gigabytes), so you 
would never be able to read in this whole data set at the same time. So read it in 
pieces. A thorough discussion of variable size and how to measure it in R is at 
http://adv-r.had.co.nz/memory.html 

Conclusions
You should not have this problem  until after after you have a basic model running. Before 
that, work with a subset of your full giant data.  Only switch to the full data set when you 
have completed your initial analysis and modeling.
Ask the professor, or any CS major, for help if you get stuck with memory problems after 
trying these basic methods. Don’t spend more than an hour or two struggling - then ask 
for help.

Bibliography on working with large data sets in R.
Roger Bohn 
Revised May 14, 2018

Google search: "Working with large datasets" r (use quotes)

R for Data Science by H. Wickham and Grolemund.
  This book is a comprehensive look at the “tidyverse,” a set of R functions optimized 

for data mining and fast with large data sets. Often 10x faster than raw R.  Get the book in 
usual way, or find context online, by chapter, at http://r4ds.had.co.nz/introduction.html

The rest of the bibliography is attached as a separate document.

MEMORANDUM
To: Students in Big Data Analytics

http://adv-r.had.co.nz/memory.html
http://r4ds.had.co.nz/introduction.html
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Subject: How to speed up calculations
From:  Prof. Roger Bohn
Updated May 13, 2018.  Version 1.2 

With big data sets, or slow algorithms, run time can become an issue. If you know an R 
calculation will take a while, you can always switch to a different application on your 
computer and do something else while you wait.2 Or get a coffee. But long run times are 
still bad because they slow down your experimentation cycles, which looks like this:

Idea —> Write a way to text it —> Run the test ——> Evaluate the 
result

In real data mining situations, you need to go through dozens to hundreds of these cycles. For 
example, you must try different tuning coefficients on algorithms to see what gives the 
best accuracy. Slow run  times can dramatically limit how many iterations you can do, and 
therefore reduce the quality of your final result.

There are many solutions to slow run times. At the upper end, they require knowledge of 
computer science and programming, but you can do a lot without advanced training. I will 
start the discussion with the less technical approaches. 

My program runs too slowly
Regarding the CPU time issue, some mining algorithms are genuinely slow on 

large data sets. For example, the simplest versions of  k-Nearest-Neighbors 
algorithms look at all the points in the data set each time you try to predict a new 
point. With 10 million observations, that can bog down. And as you know from 
QM3, doing classic least squares regression (curve fitting) requires inverting a large 
matrix. The size of the matrix is proportional to the square of the number of 
variables; so a 1000 variable problem could require inverting a very large matrix. 

Avoid this battle as long as possible: Work with a subset of the data
Special methods exist for all these situations. But it’s best to just avoid the problem until 
you are fairly far into your analysis. Pick a randomized subset of your data to work with. 
If you have 1,000,000 observations, start with 50,000 or even fewer at first. Just be sure to 

2 This works because Rstudio, at least right now, is single threaded. Since all CPUs 
today have multiple cores, other cores can run other programs, while one core runs the R. 
Modern operating systems take care of all this without you needing to pay attention.  A paid 
version of Rstudio is multi-threaded.
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select them randomly.3 

If you have a very large number of variables, use a fast but crude algorithm to make a 
preliminary selection of which variables to  include. For example, random forests and 
LASSO can quickly screen a large collection of variables to find out which ones are 
probably unimportant. 

Try running this piece of the dataset. See how long it takes to run. Then run a piece that is 
5x as large. That will rapidly show you what aspect of your data is causing trouble 
(number of observations, number of variables, or something else). Note that this approach 
also solves the problem of running out of memory, discussed in another memo.

How to time operations in R
To precisely benchmark something in R, use 

system.time(AnyExpression, gcFirst = TRUE)

Where AnyExpression is a piece of R code (without quotation marks), such as 
Result <— lsa(text)  #LSA algorithm 

See the documentation of system.time for details.4  For example, you can run:
system.time(Result <— lsa(text) , gcFirst = TRUE)

By the way,  sometimes you enter a line of code and the computer appears to 
freeze. It’s probably still calculating. Check the Activity Monitor application  on 
your computer to be sure: it should show that your R  task is running at about 100% 
CPU utilization. There is also a tiny stop-sign icon 

!

 in R-studio that you can 
click on to stop a job while its running.

Dimension Reduction
The run times of most algorithms increase rapidly as more variables are used in 

your analysis. Our DMBA textbook has an entire Chapter 4 on how to reduce the 
number of dimensions in a problem. Most of them work by by “guessing”  
variables that won’t affect the results, and throwing them away. This includes ideas 
like consolidating categories by grouping them. You probably don’t need dummy 
variables for all 50+ U.S. states; you can use national regions instead. Other 
dimension reduction methods  are more sophisticated, such as LSA for text mining. 

3 You can use sample_n() and sample_frac() to take a random sample of rows: use 
sample_n() for a fixed number and sample_frac() for a fixed fraction. From Introduction to 
dplyr.

4 such as section 12.16 “Timing Your Code” in R Cookbook. 
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So Read Chapter 4 and use appropriate methods when you have exhausted easier 
approaches. 

The textbook is weak on one important class of variance reduction techniques: 
using domain knowledge. Your understanding of the physics/economics/business 
issues of problem environment is important, and not just for variance reduction. For 
example when you are farming, or buying land, the surface area is important. You 
can often reduce various dimensions of a piece of land to single new calculated 
variable, its area. In linear models, the single area variable will probably give better 
results than two (or more) dimension measurements. 

Example: Text mining
We did several text mining examples in class using Latent Semantic Analysis. It 

turned out that the algorithm for this, lsa, takes a long time to run. Here are some 
suggestions I provided in answer to a student question. 

The first 3 suggestions all shrink the amount of work the lsa algorithm has to do, 
by reducing the number of documents or  terms it has to process. 

1. Clean up the text by changing word case, stemming, removing stop words, 
etc. All subsequent suggestions assume that you have already done this.

2. Reduce the number of words/terms in the term-document matrix, then run LSA. A 
simple way to reduce the number of terms is to throw out any words that appear only once 
or twice. 

3. Reduce the number of terms dramatically, e.g. to the 50 terms that occur most  
frequently in the corpus.  Use the resulting matrix directly, without going through 
LSA. 
⁃ Sparse2 <- removeSparseTerms(Tdm, .9) #keeps only those terms 

that occur often
4. With lsa and similar dimension-reduction algorithms, you have to specify the 

number of dimensions to create. This is guesswork. So start with a small number 
(like 5). Similarly in Random Forest, start with 100 iterations instead of 500. 

5. Try not reducing the number of variables, i. e. not doing LSA at all, and see what 
happens!  This is a variation of the previous suggestion of skipping LSA. Of course 
you should always drop variables (tokens/words) that only occur once in the 
corpus. The drawback here is that running the DM algorithm itself may be slow. 
Also you can’t use a strictly linear model, since you will have more variables than 
observations. (We will discuss a solution called LASSO next week.)

6. Use a faster computer. Especially if you are running out of RAM for your 
calculations, any computer will slow way down due to paging. (CS jargon in 
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use here.) Find a computer with a faster processor or more RAM. For 
maximum speed, sign up for cloud computing or an account on a server.  The 
UCSD Supercomputer Center is one source. 

7. You can construct the LSA using only a subset of the documents. This LSA 
calculation will run faster. Then “fold in” the remaining documents. From the 
documentation of the lsa function:

In  the  case  of  folding-in,  i.e.,  multiplying  new  documents  into  a  given  latent 
semantic space, the matrices Tk and Sk remain unchanged and an additional Dk is 
created (without replacing the old one). All three are multiplied together to return a 
(new and appendable) document-term matrix Mnew in the term-order of M.

Good coding practices
Do not use loops in R unless you have no choice. For R novices the most likely 

cause of slow run times is that you set up your analysis “inefficiently.” A common 
problem is that people who learned a conventional programming language before 
they learned R sometimes try to use loops to do operations on multiple variables or 
operations. R is designed to be fast on vectorized calculations (including matrices). 
Since it is not a compiled language, it is slow with loops. [If the last 2 sentences are 
incomprehensible, you can probably ignore them. Or, ask someone to explain.] 
dplyr and related libraries were written specifically to avoid needing loops. 

Near the end of a project, you may have to accept long run times
When you get near the end of a project, you will be running with a model that you trust is 
near-optimal. Your goal will be to extract the last few percent of accuracy out of it, and 
then to report your results accurately. At this point, you may have to resign yourself to 
one, or possibly two, long runs of the model: all the data, lots of iterations e.g. in Random 
Forest, lots of variables, and so forth. Use experiments (on smaller data sets, for example) 
to estimate how long this run will take. Then go out for coffee while it runs. 

Bibliography on working with large data sets in R.
Roger Bohn 
Revised May 14, 2018

Google search: "Working with large datasets" r (use quotes)
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R for Data Science by H. Wickham and Grolemund.
  This book is a comprehensive look at the “tidyverse,” a set of R functions optimized 

for data mining and fast with large data sets. Often 10x faster than raw R.  Get the book in 
usual way, or find context online, by chapter, at http://r4ds.had.co.nz/introduction.html

Big data in R, by EPIC 2015 (Real author = unknown) 
http://www.columbia.edu/~sjm2186/EPIC_R/EPIC_R_BigData.pdf
Viewgraphs that discuss many of the same issues as this note. 

Working with “large” datasets, with dplyr and data.table 
by arthur charpentier    May 4, 2015
 http://www.r-bloggers.com/working-with-large-datasets-with-dplyr-and-data-table/  
Works through a simple example with 160 million simulated observations. 

Reading random rows from a file, without loading the entire file. http://
stackoverflow.com/questions/22261082/load-a-small-random-sample-from-a-large-csv-
file-into-r-data-frame?lq=1 

One of the packages it suggests is read.csv.sql, as documented here:  http://
www.inside-r.org/packages/cran/sqldf/docs/read.csv.sql 

“appendix F: Working with large datasets,” in R in Action: Data analysis and graphics 
with R, Second edition, by ROBERT I. KABACOFF.   

The R Inferno by Patrick Burns,  30th April 2011 http://www.burns-stat.com
This document covers many traps that new users of R can encounter, including a 

variety of issues related to size.  It is written at a higher level of sophistication than the 
other references. 

Taking R to the Limit, Part II: Working with Large Datasets
by Ryan R. Rosario,   August 17, 2010
http://www.bytemining.com/wp-content/uploads/2010/08/r_hpc_II.pdf 
A  presentation on special functions in R that are designed explicitly for data that will 

not fit in RAM. bigmemory and biganalytics are two libraries he uses. 
Since this was written, the tidyverse now handles some of this with many additional 

features, and should be used in preference to bigmemory when it will do the job.  (See 
above)

http://r4ds.had.co.nz/introduction.html
http://www.columbia.edu/~sjm2186/EPIC_R/EPIC_R_BigData.pdf
http://www.r-bloggers.com/working-with-large-datasets-with-dplyr-and-data-table/
http://stackoverflow.com/questions/22261082/load-a-small-random-sample-from-a-large-csv-file-into-r-data-frame?lq=1
http://stackoverflow.com/questions/22261082/load-a-small-random-sample-from-a-large-csv-file-into-r-data-frame?lq=1
http://stackoverflow.com/questions/22261082/load-a-small-random-sample-from-a-large-csv-file-into-r-data-frame?lq=1
http://www.inside-r.org/packages/cran/sqldf/docs/read.csv.sql
http://www.inside-r.org/packages/cran/sqldf/docs/read.csv.sql
http://www.burns-stat.com
http://www.bytemining.com/wp-content/uploads/2010/08/r_hpc_II.pdf
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