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MEMORANDUM — Assignment
To: BDA students
From: Prof. Roger Bohn   
Subject: Random Forests  for May 2, 2018
Date: April 29, 2018

Early in the course we looked at CART = classification and regression trees. They were easy 
to understand, but in reality the straight CART algorithm, with a single tree, usually gives 
poor results. So  we will use a generalization, Random Forests (RF). Random Forests are 
very useful in practice so it’s worth understanding them well. 

 Like single CART trees, RF can be used to classify a binary outcome, or to predict a 
continuous outcome. Also like CART trees, it is non-parametric, i.e. it makes no 
assumptions about the underlying data distributions. Hence it is good with nonlinear 
relationships.

Random Forest Exercise
Do the reading about random forest. Then re-run what we did in class on Monday. Use model tuning to 
improve your results. Provide additional discussion of your best results (see Chapter 5 in main textbook). For 
your writeup, give a managerial assessment of your best results.  Stick strictly to the page limits. 

The key algorithm is in ISLR (see bottom of page 329) or in DMBA figure 9.15. You will have to 
insert the correct variable names for the loan problem. 

Result <-  randomForest(medv∼.,  data=Boston, subset=train,  importance = TRUE) 
   Yhat.rf  <-  predict(rf.boston , newdata=Boston[-train ,] )   
     ( mean((Yhat.rf - Result)^2) )  #Root mean squared error

Random Forest Reading: 
Reading: The main textbook discusses random forests briefly in Section 9.8. You may glance at 
that, but primarily  read Section 8.2 of the ISLR (supplemental) text,  Gareth James et al, An 
Introduction to Statistical Learning with Applications in R.  (On Springerlink; see web site for more 
information about this book.) 
Just read sections:
8.2.1 
8.2.2, 
and  Section 8.3.3 in the “Lab” section, which walks through a Random Forest using raw R. 
Remember what predict does in most R libraries. It takes a fitted model, plus new data in the same 
format (validation data), and predicts the y outcome if the fitted model is correct. So Yhat.rf is the 
predicted value of the validation observations.  (Technical note: predict has to be written by the 
library authors who wrote the underlying algorithm such as glm, so the formats can differ slightly.)

Primarily, read Chapter 12.3 to 12.5 in the Rattle textbook DMRR by Graham Williams. This 
chapter shows how to model random forests  first using Rattle, then using raw R. Be sure to study 
Section 12.5, Tuning Parameters. We have  not talked about tuning systematically until now, but it’s 
very important to getting good results in practice. 


