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	 As	of	now	I’ve	been	able	to	collect	and	import	50K	tweets	worth	of	data	into	
my	project	data	set	and	have	been	able	to	run	initial	models	of	that	data.	Figure	2	in	
the	appendix	after	this	memo	shows	I’ve	been	able	to	successfully	stem	tweets	to	
account	for	special	symbols	without	losing	their	meaning	(“eastarwars”	and	
“battlefront”	are	the	two	most	frequent	words	to	appear	in	tweets,	which	originally	
appear	as	“@EAStarWars”	and	“#Battlefront”),	and	that	I’ve	been	able	to	remove	
stopwords.	Figure	2	is	also	representative	of	successful	creation	of	a	term	document	
matrix	for	my	collection	of	tweets.	For	the	sake	of	analysis	I	chose	to	filter	out	the	
stemmed	and	cleaned	“eastarwar”	and	“starwarsbattlefront”	terms	since	they	
weren’t	adding	any	information	to	the	document	term	matrix.	

A	change	I	ran	into	in	this	exploration	of	my	bank	of	tweets	(versus	the	
project	report	a	couple	weeks	ago)	involved	the	formatting	of	the	text—previously	I	
collapsed	the	text	in	the	tweets	into	a	corpus	that	was	basically	one	big	document.	
For	my	project	since	I	want	to	be	able	to	take	advantage	of	other	data	for	each	tweet	
(like	time	and	user	and	number	of	retweets).	This	time	I	approached	the	corpus	
creation	process	differently	so	that	each	tweet	could	be	recognized	as	an	individual	
document,	and	as	a	result	I	was	able	to	analyze	the	frequency	with	which	each	user	
tweets,	and	which	users	were	the	most	verbose	(Figure	1).	I	also	took	advantage	of	
tweet	metadata	and	constructed	a	bar	plot	showing	the	concentration	of	tweets	
occurring	over	time	(Figure	3),	with	the	right-hand	side	of	Figure	3	showing	the	
busiest	days	of	the	week	for	Twitter	activity	with	respect	to	Battlefront.	

The	cleanliness	of	the	data	is	surprising	considering	that	it’s	limited	to	140	
characters	per	document—terms	in	the	document	term	matrix	are	almost	always	
spelled	correctly	and	acronyms	like	“ps4”	(describing	the	current	generation	
Playstation	by	Sony)	remain	in	the	corpus	even	post	cleaning.	In	the	corpus	are	
18,116	unique	users	and	24,505	unique	tweets—meaning	that	a	significant	amount	
of	the	Twitter	activity	surrounding	Battlefront	is	in	the	form	of	retweets.	The	
implications	this	has	for	my	overall	project	objective	is	actually	somewhat	
significant:	since	the	number	of	retweets	is	relatively	high	for	this	topic	of	
discussion	on	Twitter,	the	tweets	themselves	and	their	text	will	be	less	informative	
than	the	people	who	are	tweeting	them.	Operationally,	what	this	means	is	that	my	
project	can	focus	on	frequent	tweeters	(as	displayed	in	Figure	1)	and	what	those	
tweeters	have	to	say	about	Battlefront	versus	the	total	number	of	users.	

My	next	step	is	to	acquire	a	dictionary	that	scores	words	based	on	their	
sentiment	and	then	evaluate	the	sentiment	both	of	the	entire	corpus	as	well	as	the	
tweets	of	the	most	prolific	users—with	a	particular	interest	in	those	users	who	are	
most	frequently	retweeted.	With	a	high	ratio	of	the	tweets	in	the	corpus	coming	
from	retweets—the	most	frequently	retweeted	users	can	function	as	an	interesting	
target	both	for	specific	topics	of	interest	to	consumers	and	also	how	those	topics	
translate	into	the	broader	public	expressing	their	interest	in	those	keywords	
through	retweeting	the	original	thought.	
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Yes! Good.

18K users, 24K unique tweets. Is this stated correctly? How many TOTAL tweets in the corpus from these 18K people? What is the average number of retweets per unique tweet? 
Note that most Twitter data shows high number of retweets, as far as I have read. So whatever issues that brings up should be well discussed in the literature on other analyses of Twitter data. 

Roger Bohn




Figure	1:	Top	Tweeters	by	#	of	Tweets

	
	
	

Figure	2:	Most	Frequently	Occurring	Words	

Two overall comments on progress. 
1) You have not yet set up to run any model. So far you are just reporting preliminary descriptive 
statistics.  Nor have you mentioned any interesting outcomes to look for. We need to meet to
discuss some target outcomes, preferably after you have read some papers on how other people have 
analyzed tweet streams.

Second, the data set you are working with is OK for preliminary analysis, but it’s
clear you need to get more than a few weeks of data. What is happening with the Crimson 
Hexagon source? And with CH data, you can look for a wider range of Battlefront related
keywords. For example, SWBF appears to be common abbreviation for it. 



	
Figure	3:	Tweets	by	Date	and	Day	of	Week	
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Jeff, we should huddle to figure out some hypotheses/issues to investigate. What are the standard questions that brand managers try to answer from Twitter information, for example? What can you try to predict? Your last paragraph suggests looking at sentiment.

Example: What are 5 attributes of the game update that people seem to like? What are 5 that they dislike? You could examine this by looking at words and bigrams that are correlated with discussion about the update. 

See also my comments about your ggplot homework. 

Shall we meet Friday?


