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Learning Objectives
• Extend ideas from last week 

• Toyota Classification Trees: Discussion 
• Exploratory analysis 
• Transforming variables 
• Practice with Rattle 

• BDA Uses: case studies 
• Linear models: What, why, how? 
• “Logistic model” = alternative to Classification Tree 
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Events
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• Projects: good proposals. Approve now/rework 
• Introduce classmates; possible cooperation 

• “Talk with anyone, about anything.” 
• R course: Feiyang 
• Seminar tonight 6pm (see BDA2020 site) 

• Sony visit with 2 GPS alumni 
• Understanding player behavior 
• Massive amounts of data: going beyond averages
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POLLEV.COM 

https://www.polleverywhere.com/free_text_polls/O0rmtZLH0sSOqYi
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https://pollev.com/rogerbohn664

• Good sources:  
• https://www.lifewire.com/google-searches-and-power-

tricks-4093009 

• https://www.polleverywhere.com/free_text_polls/
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Enhanced searching
• What is the difference between Yelp reviews and “Yelp Reviews” (with 

or without quotes and capital letters).

• Find pages  that mention dates between 1785 and 1795. (Not that were 
written then, but that contain those dates.)

• Almost everything on Google Scholar can be found in a regular Google 
search. Why, then, is it so useful to search on Google Scholar instead 
of (or sometimes in addition to) google.com?

• What extra benefits do you get on Google Scholar when you are on 
campus or VPNed to campus?**

• Where on this listing should you click to get the paper most easily? 

• Name two good databases that have massive collections of non-public 
 business-related papers, reports, magazines, etc. Material that is not 
available through either Google or Google Scholar.
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Toyota Price CART homework
• Good understanding of overfitting 

• Why = allow model to get too complex 
• Identify = Compare training-set error to validate error 
• Solutions: Stop tree building sooner < Pruning the tree 

• Exploratory analysis -> valuable insights 
• Needed more: variable transformation 
• Fine tuning algorithm?
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GPIM 452 BDA Assignment 1 
Team Members: Xiaorui Gao, Zhaoyu Wang 
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The prices for those cars that have been used for more than 68 months are lower than the 

median price. These cars occupy 16% of the total cars. 

 
Figure 3 

 

Discussion 

With more splits, the error rate of the model will decrease. However, when the number of 

splits passes a point, the error rate of this model using validation dataset will start to increase. 

The problem of overfitting will appear. So the model isn’t as detailed as possible. We need to 

find the best model with small enough overall error so that the model can be applied to 

extended datasets. 

Then we rerun the model without the “quarterly road tax” variable. The results show: xerror 

for 1 split is 32.02%, and the xerror for 3 splits is 32.44% (as shown figure 4). So, we need to 

stop at the 1st split (age_08_04) since the xerror began to increase after that. However, even 

xerror for 1 split is still higher than the former model with “quarterly road tax”. So, this new 

model doesn’t improve the accuracy. Also, according to our original model, apart from 

age_08_04, there are other factors that influence the selling price, like KM, fuel type. Base on 

those facts, we believe that “quarterly road tax” does have an obvious correlation with the 

selling price. Namely, the model with “quarterly road tax” is better.  

According to our original model, the correlation between “quarterly road tax” and selling 

price is: quarterly road tax has obvious influence for cars with age among 56 months to 78 

this CP value is that the cross-validation error was calculated by the validation dataset, and since 

we do not have a testing dataset, the evaluation might be biased. Nevertheless, we used this 

refined CP value in this study as we would do if we had testing data. The seed of 22227 was used 

to partition the dataset into a 70% training sample and 30% validation sample.  

 Our best model used four variables – manufacture year, having air conditioner, fuel type, 

and kilometers – to classify the dataset into 7 final outcomes. Figure 2 shows the detailed 

splitting process of the dataset: The manufacture year was first used to split the overall data with 

a criterion of the year 2000, and the year 1998 and 2001 were then used to further split the 

trees.
1
 Then, the cars that were manufactured in 2000 were split by whether their fuel type was 

diesel or not. The cars manufactured in 1998 and 1999 were split by whether they had air 

conditioning, and finally, if the cars had air conditioning, they were split by whether their 

kilometers were above 70,000 or not. Table 2 displays the confusion matrix of this tree model. It 

reports that this tree model falsely predicts that the car’s price is above the median price when 

in reality it is not, with a probability of 10.8% (23 times out of 213 times in total). Similarly, it 

falsely predicts that the price is not above the median when in reality it is, with a probability of 

16.1% (35 out of 217 times). Therefore, this model is better at predicting if the car price is above 

the median than predicting if the car price is below the median. The overall error rate is 13.5%, 

indicating that this model’s prediction for a randomly selected car is correct 86.5% of the time.  

 

Figure 1: Histogram distribution of key variables  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

                                                
1 In Figure 2, the node 3 has the criteria “Mfg_Year < 2000” but this is a functional mistake of R. The rule in Rattle 

actually states “Mfg_Year < 2000.5”, so it should be displayed as “Mfg_Year < 2001” in the tree graph. We could not 

find a solution to this problem in our time.  
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BIG DATA APPLICATIONS: 
UNDERSTANDING USERS

THE PROBLEM IS TO PREDICT BUYING 
INTENTIONS BASED ON USER 
BEHAVIOUR WITHIN A LARGE E-
COMMERCE WEBSITE (PERFUMES). 

Predicting user intentionality towards 
a certain product, or category, based 
on interactions within a website, is 
crucial for e-commerce sites and ad 
display networks…  by tracking 
search patterns of consumers, online 
merchants can have a better 
understanding of their behaviours 
and intentions.
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Sony PlayStation Now - evolution of 
gaming business models
While Sony has been extremely successful with its PlayStation 
platform and "razor and blades" business model,  
the emergence of social games and cloud streaming services 
jeopardized the viability of that model going forward. 
 
 As the market leader, Sony decided to adjust its business model 
with the introduction of subscription-based cloud service 
PlayStation Now, which exemplifies the potential evolution 
trends of gaming industry in the future.
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HTTPS://WWW.TECHEMERGENCE.COM/TECHEMERGENCE-
COMSCOPELY-AI-ANALYTICS-GAMING/
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mobile games  <=> detailed insight
(3:40) Q: You had talked about just how 
business intelligence heavy…how 
instrumented the nuance of the mobile gaming 
environment area  is—why is that? 
Ankur Bulsara: The first place to start is realizing how 
big the mobile gaming marketplace is, …, and you’ll 
see that maybe 90% of the apps are all games. …  
you pair that with low conversion rate of payers and 
free to play gaming market, and it becomes critical 
to optimize the 2% to 3%; this is where you really 
need deep understanding of your users and 
analytics to be able to hone in on that 2% that will 
actually pay in the game, and then convert some of 
that 2% and even smaller percentage into your 
whales.
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Analytic pipeline for 0/1 classification
1. Choose/define problem 
2. Get data 
3. Study data then:  rearrange, modify, create 
4. Choose an algorithm. CART; Logistic regression 
5. Train algorithm. Produces a continuous score = 

propensity score  
6. Choose a cutoff: dividing score between 0 and 1 
7. Run algorithm on validation data 
8. Confusion matrix: How accurate?
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Logistic Regression

●Extends idea of linear regression to situation where 
outcome variable is categorical

●Widely used, particularly where a structured model 
is useful to explain (=profiling) or to predict

●We focus on binary classification

i.e.  Y=0 or Y=1

© GALIT SHMUELI AND PETER BRUCE 2017



Classification by trees  15



“Linear” models

•  y =   β0 + x1β1 + x2β2 + . . . + xpβp  +𝛆 

• Basic assumption: Whole effect  = sum of the parts 
• Total outcome = sum of individual contributions of Xi’s 
• Mathematical justification: In a narrow region it’s usually a 

good approximation. (Taylor series approximation) 
• Very convenient to work with, well behaved 

• It fails miserably in some situations 
• Example: genetic disease like color-blindness
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Comparing tree to linear
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Algorithm: Classification tree Linear logistic 
model

Core idea One variable at a time Whole = sum of parts 

End result Leaves = similar 
cases Model coefficients

Score (propensity) Fraction of 0s in box Number between ±∞

Result for each 
observation 0 or 1 0 or 1
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Rattle does linear models
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Logistic model for classification problems 

 Linear regression is just one type of linear model. 
  It is not even the most heavily practiced technique! 

 Logistic classification: when y is true or false (1/0). 

 Binary response as a prediction target:

I 

I 

I

Profit or Loss, greater or less than, Pay or Default. 
Thumbs up or down, buy or not buy, potential customer? 
Win or Lose, Sick or Healthy, Republican or Democrat.

In high dimensions, it is often convenient to think binary.

19



Building a linear model for binary response data 

Recall our original model specification: E[ y | x ] = f(x0   ). 

The response ‘y’ is 0 or 1, leading to conditional mean: 

 E[y|x] = p(y = 1|x) x 1 + p(y = 0|x) x 0  = p(y = 1|x). 

  So the expectation is a probability. 

We’ll choose f(x0   ) to give values between zero and one.

20



We want a binary choice model

p = P( y = 1 | x ) = f( 0 + 1x1 ... + pxp )

where f  is a function that increases in value from zero to one. 

 1.0 

  f(XB) 

 0.5 

 0.0

−5  0 
XB

5
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f could be any function that maps from (-∞, +∞) to (0,1)



ex

We’ll use the logit link and do ‘logistic regression’.

P(y = 1|x) =
 0 

1 + ex0
=  exp[   0 +     1x1 ... +     dxd] 

1 + exp[   0 +     1x1 ... +     dxd]

The ‘logit’ link is common, for a couple good reasons. 

One big reason: A little algebra shows

log
p

1 p =     0 +     1x1 ... + dxd,

so that it is a linear model for log-odds.
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Spam filter 

 Your inbox does binary regression: spam vs. not spam. 
  y = 1 for spam, otherwise y = 0. 
 Variables (columns) correspond to different words in English  
             and special variables like is @ucsd.edu on the “from” list? 

 So > 50000 variables, most of which are 0 in most messages 
 Logistic regression fits p(y = 1= spam ) as a function of email content. 
 Estimated βi > 0 if word i makes spam more likely  
     < 0 if word i makes spam less likely 
   βi changes as model learns: My sister’s name is ++ for me. 

23



“What is Machine learning?”

• With a new mailbox, all the βi  are pre-set by Apple. 
• Based on “messages received by average user” in Apple’s database 

of spam. 
• When a new message comes in,  
• If I like that message, all words in it are upweighted  

 βi,new   = βi,old + k/( number of words in message) 
• If I classify message as spam, all words in it are down- weighted  

 βi,new   = βi,old - k/( number of words in message) 

• Over time, my own  β coefficients adjust to my email pattern  
  Plus my email tastes. E.g. “sports” 

• Voilà: Artificial Intelligence! Personalized to me! 
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Example: spam score  
 Here are spam scores (pseudo-prob.) on 1000 left-out observations.

important spam

deviance.R has a function to get deviances from y and pred. 
For the left-out data, we get D0 = 1316, D = 568, R2 = 0.57. 
Since the sample is random, you might get different results. 
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Logistic regression is easy in R 

Again using glm: 

 glm(Y  ⇠   X,  data=mydata,   family=binomial) 

The argument ‘family=binomial’ indicates y is binary. 

The reponse can take a few forms:

I 

I 

I

y = 1,1,0, .... numeric vector. 
y = TRUE,   TRUE,  FALSE,    .... logical. 
y = ‘win’,‘win’,‘lose’,    .... factor.

Everything else is the same as for linear regression.
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Interpreting Coefficients 

 The model is

p
1 – p 

=  exp[β0 + β1 x1 + …. βp xp]1

So exp( βj) is the odds multiplier for a unit increase in xj. 

Recall our xj units are % of total tokens (mi) in an email. 

b(word freq george) = -11.7, so 0.01 ×mi  more george 
occurrences multiplies odds of spam by exp(-11.7) ≈ 8/106. 

b["char freq dollar"]=5.3, so 0.01 ×mi more ‘$’ 
occurrences multiplies odds of spam by exp(5.3) ≈ 200. 

What is the odds multiplier for a covariate coefficient of zero? 

 Answer: A coef of 0 should not change the probability
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“Linearity” is not as tough as it 
seems to achieve.

• Convert nonlinear effects to linear variables  
   => still a “linear” model 

• Create new variables = nonlinear combinations of original 
variables  

• Outcomes y  and causes x can both be combinations 
• Transform variables e.g. percent change instead of 

absolute change. 
• Example: Log(price)  

 29



Interaction 

 Beyond additive effects:   variables change how others act on y. 

 An interaction term is the product of two covariates,

E[ y | x ] =  β0 + x1β1 + x2β2 + x1x2β12 . . . + xpβp.+

so that the effect on E[y] of a unit increase in xj depends upon xk! 
  

Interactions play a massive role in statistical learning, and they 
are often central to social science and business questions.

I 

I 

I

Does gender change the effect of education on wages? 
Do patients recover faster when taking drug A? 
How does advertisement affect price sensitivity?

14



The Logit
Goal: Find a function of the predictor variables that 

relates them to a 0/1 outcome


●Instead of Y as outcome variable (like in linear 
regression), we use a function of Y called the logit 

●Logit can be modeled as a linear function of the 
predictors

●The logit can be mapped back to a probability, which, 
in turn, can be mapped to a class

© GALIT SHMUELI AND PETER BRUCE 2017



Step 1: Logistic Response Function

p = probability of belonging to class 1


Need to relate p to predictors with a function 
that guarantees 0 ≤ p ≤ 1

Standard linear function (as shown below) 
does not:

+ …  

Q = NUMBER OF PREDICTORS

© GALIT SHMUELI AND PETER BRUCE 2017



Odds (a) and Logit (b) as function of P

© GALIT SHMUELI AND PETER BRUCE 2017



Example

© GALIT SHMUELI AND PETER BRUCE 2017



Personal Loan Offer 
(UniversalBank.csv)

Outcome variable: accept bank loan 
(0/1)


Predictors:  Demographic info, and info 
about their bank relationship

© GALIT SHMUELI AND PETER BRUCE 2017



DATA PREP

TRAINING 
PARTITION OF 

60%
© GALIT SHMUELI AND PETER BRUCE 2017



Ways to Determine 
Cutoff

●0.50 is popular initial choice

●Additional considerations (see Chapter 5)

• Maximize classification accuracy

• Maximize sensitivity (subject to min. level of specificity)

• Minimize false positives (subject to max. false negative rate)

• Minimize expected cost of misclassification (need to specify 
costs)

© GALIT SHMUELI AND PETER BRUCE 2017



Variable Selection

This is the same issue as in linear regression

●The number of correlated predictors can grow when we create 
derived variables such as interaction terms (e.g. Income x 
Family), to capture more complex relationships

●Problem: Overly complex models have the danger of overfitting 

●Solution: Reduce variables via automated selection of variable 
subsets (as with linear regression)

●See Chapter 6

© GALIT SHMUELI AND PETER BRUCE 2017



Summary
●Logistic regression is similar to linear regression, 

except that it is used with a categorical response

●It can be used for explanatory tasks (=profiling) or 
predictive tasks (=classification)

●The predictors are related to the response Y via a 
nonlinear function called the logit 

●As in linear regression, reducing predictors can be 
done via variable selection

●Logistic regression can be generalized to more than 
two classes

© GALIT SHMUELI AND PETER BRUCE 2017
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Learning Objectives
• Extend ideas from last week 

• Toyota Classification Trees: Discussion 
• Exploratory analysis 
• Transforming variables 
• Practice with Rattle 

• BDA Uses: case studies 
• Linear models: What, why, how? 
• “Logistic model” = alternative to Classification Tree 
• Evaluating outcomes: beyond confusion tables  40


