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MEMORANDUM
To: Students in Big Data Analytics

Subject: How to speed up calculations
From:  Prof. Roger Bohn
Date: May 11, 2018.  Version 1.1 DRAFT

With big data sets, or slow algorithms, run time can become an issue. If you know an R 
calculation will take a while, you can always switch to a different application on your 
computer and do something else while you wait.1 Or get a coffee. But long run times are 
still bad because they slow down your experimentation cycles: 

Idea —> Write a way to text it —> Run the test ——> Evaluate the 
result

In real data mining situations, you need to go through dozens to hundreds of these cycles. 
For example, you must try different tuning coefficients on algorithms to see what gives the 
best accuracy. Slow “Run” times can dramatically limit how many iterations you can do, 
and therefore reduce the quality of your final result.

There are many solutions to slow run times. At the upper end, they require 
knowledge of computer science and programming. But I will start the discussion 
with the less technical approaches. 

My program runs too slowly
Regarding the CPU time issue, some mining algorithms are genuinely slow on 

large data sets. For example, the simplest versions of  k-Nearest-Neighbors 
algorithms look at all the points in the data set each time you try to predict a new 
point. With 10 million observations, that can bog down. And as you know from 
QM3, doing classic least squares regression (curve fitting) requires inverting a large 
matrix. The size of the matrix is proportional to the square of the number of 
variables; so a 1000 variable problem could require inverting a very large matrix. 

Avoid this battle as long as possible: Work with a subset of the data
Special methods exist for all these situations. But it’s best to just avoid the problem until 

1 This works because R, at least right now, is single threaded. Since all CPUs today have 
multiple cores, other cores can run other programs, while one core runs the R. Modern 
operating systems take care of all this without you needing to pay attention. 



My program runs too slowly - 2018-5-11, 3:15 AM / 2

you are fairly far into your analysis. Pick a randomized subset of your data to work with. 
If you have 1,000,000 observations, start with 50,000 or even fewer at first. Just be sure to 
select them randomly.2 

If you have a very large number of variables, use a fast but crude algorithm to make a 
preliminary selection of which variables to  include. For example, random forests and 
LASSO can quickly screen a large collection of variables to find out which ones are 
probably unimportant. 

Try running this piece of the dataset. See how long it takes to run. Then run a piece that is 
5x as large. That will rapidly show you what aspect of your data is causing trouble 
(number of observations, number of variables, or something else). Note that this 
approach also solves the problem of running out of memory, discussed in another 
memo.

How to time operations in R
To precisely benchmark something in R, use 

system.time(AnyExpression, gcFirst = TRUE)

Where AnyExpression is a piece of R code (without quotation marks), such as 
Result <— lsa(text)  #LSA algorithm 

See the documentation of system.time for details.3 
By the way,  sometimes you enter a line of code and the computer appears to 

freeze. It’s probably still calculating. Check the Activity Monitor application  on 
your computer to be sure: it should show that your R  task is running at about 100% 
CPU utilization. 

Dimension Reduction
The run times of most algorithms increase rapidly as more variables are used in 

your analysis. Our DMBA textbook has an entire Chapter 4 on how to reduce the 
number of dimensions in a problem. Most of them work by by “guessing”  

2 You can use sample_n() and sample_frac() to take a random sample of rows: use 
sample_n() for a fixed number and sample_frac() for a fixed fraction. From Introduction to 
dplyr.
3 such as section 12.16 “Timing Your Code” in R Cookbook. 
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variables that won’t affect the results, and throwing them away. This includes ideas 
like consolidating categories by grouping them. You probably don’t need dummy 
variables for all 50+ U.S. states; you can use national regions instead. Other 
dimension reduction methods  are more sophisticated, such as LSA for text mining. 
So Read Chapter 4 and use appropriate methods when you have exhausted easier 
approaches. 

The textbook is weak on one important class of variance reduction techniques: 
using domain knowledge. Your understanding of the physics/economics/business 
issues of problem environment is important, and not just for variance reduction. For 
example when you are farming, or buying land, the surface area is important. You 
can often reduce various dimensions of a piece of land to single new calculated 
variable, its area. In linear models, the single area variable will probably give better 
results than two (or more) dimension measurements. 

Example: Text mining
We did several text mining examples in class using Latent Semantic Analysis. It 

turned out that the algorithm for this, lsa, takes a long time to run. Here are some 
suggestions I provided in answer to a student question.

1. Clean up the text by changing word case, stemming, removing stop words, 
etc. All subsequent suggestions assume that you have already done this.

2. Reduce the number of words/terms in the term-document matrix, then run 
LSA. A simple way to reduce the number of terms is to throw out any words 
that appear only once or twice. 

3. Reduce the number of terms dramatically, e.g. to the 50 terms that occur most  
frequently in the corpus.  Use the resulting matrix directly, without going 
through LSA. 
> Sparse2 <- removeSparseTerms(Tdm, .9) #keeps only those terms 

that occur often
4. Use a faster computer
5. Try not reducing the number of variables, and see what happens! Of course 

you should always drop variables (tokens/words) that only occur once in the 
corpus. The drawback here is that running the DM algorithm itself may be 
slow. Also you can’t use a strictly linear model, since you will have more 
variables than observations. (We will discuss a solution called LASSO next 
week.)

6. You can construct the LSA using only a subset of the documents. This LSA 
calculation will run faster. Then “fold in” the remaining documents. From the 
documentation of the lsa function:
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In the case of folding-in, i.e., multiplying new documents into a given latent 
semantic space, the matrices Tk and Sk remain unchanged and an additional Dk is 
created (without replacing the old one). All three are  multiplied together to return a 
(new and appendable) document-term matrix Mnew in the term-order of M.

Good coding practices
Do not use loops in R unless you have no choice. For R novices the most likely 

cause of slow run times is that you set up your analysis “inefficiently.” A common 
problem is that people who learned a conventional programming language before 
they learned R sometimes try to use loops to do operations on multiple variables or 
operations. R is designed to be fast on vectorized calculations (including matrices). 
Since it is not a compiled language, it is slow with loops. [If the last 2 sentences are 
incomprehensible, you can probably ignore them. Or, ask someone to explain.] 
dplyr and related libraries were written specifically to avoid needing loops. 


